
Topic Models
As massive amounts of information become available 
online, text mining applications have become an integral 
part of both industry and academia. One field of text mining 
is the identification and extraction of semantic concepts in 
text documents. Over the last decade, Latent Dirichlet 
Allocation (D. M. Blei, Ng, & Jordan, 2003) (LDA) has 
become one of the most popular methods to approach this 
task. LDA is a Bayesian model that makes use of latent 
variables, which represent the semantic concepts (associated 
with LDA and models building on LDA, these concepts are 
known as topics), to compute the posterior probability over 
the latent variables and model parameters to allow the 
extraction of latent semantic structure in texts (i.e. the 
topics). Examination of the posterior allows an 
approximation of probability distributions for both 
documents and topics. 
LDA is a hierarchical Bayesian model that encodes the 
relation between words and documents via the latent topics 
in a document corpus.
Herein, documents are not directly linked to words but 
through latent variables that govern the responsibilities of a 
set of topics for the words in a document.
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Nonparametric  Time  Dynamic  Topic 
Models
 One shortcoming of LDA and other models building on it 
was the need for setting the number of topics a-priori. For 
unknown data sources, this is difficult to guess. A way to 
overcome this is to use nonparametric Bayesian models that 
work with a potentially infinite number of topics and allow 
the algorithm to estimate the number of topics from the data.
The nonparametric counterpart to LDA is the Hierarchical 
Dirichlet Process (HDP) introduced by (Teh, Jordan, Beal, 
Blei, 2006). To incorporate time dependencies, we focus on 
a particular advancement of the HDP that was inspired by 
(Blei, Lafferty, 2006)'s Dynamic Topic Models, the 
Dynamic Hierarchical Dirichlet Process (Ren, Carin, 
Dunson, 2008). Each time slice is treated by a separate HDP 
whereas the topics evolve conditioned on the previous time 
step. Moreover, the possibility of new topics and changing 
topics is introduced through an innovation distribution. The 
impact of the previous topic distribution and the innovation 
distribution is governed by a parameter subject to a beta 
prior. Another similar model, also taking into account that 
topics might ”die“ after some time of inactivity has been 
introduced by (Ahmed, Xing, 2008).
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Figure 2. The Dynamic 
Hierarchical Dirichlet 
Process in plate 
notation.
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Visualization Idea
Based on the experience of the authors' working groups and 
combining their results, we wish to establish what might be 
called the geological metaphor as a new and innovative 
approach for interactively exploring and visualizing very
large amounts of time stamped textual data.
The idea of the geological metaphor is derived from the 
notion of geological profiles, i.e. cross-sections of the 
earth’s crust viewing the earth as if it were cut open and 
seen from the side in order to depict the spatial position of 
rocks and geological deformations.
In contrast to approaches that visualize the change of 
concepts, or topics, over time by using the metaphor of
flow, e.g. theme rivers, the geological metaphor focuses on 
temporal layers sedimenting in space. Applying
this metaphor to the analysis and visualization of very large 
amounts of time stamped textual data, we expect to
gain a simple and intuitive access to the following semantic 
features:

1. different materials in geological layers will represent 
different classes of concepts in historical semantics;

2. geological epochs will correspond to historical epochs, 
more broadly speaking, to conceptual epochs;

3. in order to explain the usage and prominence of a 
concept, we can dig into its historical semantic profile and 
look at the way its prominence, co-occurrences, and relation 
to other concepts has changed over time.

Figure 3. Density estimation for the clustering of documents that share 
common topics as a 2D visualization. The yaxis represents density, the 
xaxis different topic assignments(and combinations thereof) to 
documents.

Figure 4. A 3D representation of Figure 3. We start with the highest 
mountain in the middle and arrange further clusters in spiral form 
around it.

Figure 1. Left: 
Separation of a corpus 
into disjunct subsets of 
documents (data 
windows); Right: 
Separation of a corpus 
into consecutive time 
slices.   
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Diachronic Data
For our experiments we use the New York Times (NYT) 
corpus, a data source containing all publications made in the 
NYT between 1987 and 2007. The data is organized into 
timeslices on a daily basis, each day containing roughly 250 
documents as depicted in Figure 1.
Analysing this data source, it is of great interest not only to 
learn the topics that are dealt with in the newspaper, but also 
to identify and track their evolution over time.
For doing so, several different models have been proposed, 
e.g. (Blei, Lafferty, 2006), (Wang, McCallum, 2006) and 
(Wang, Blei, Heckerman, 2008) just to name a few.

Current Status and TODOs
Our current experiments deal with finding optimal 
visualizations of Topic Model outcomes. As shown in 
Figures 3 and 4, we collect the most prominent topics in 
each document and treat all topics as dimensions in a T-
dimensional space. Further we apply a density estimation of 
clusters of documents sharing common topics (Figure 3).
From this, we generate a 3D landscape, where we start with 
the cluster with highest density in the middle and then move 
around in a spiral form to arrange the other clusters around 
it. Again, height represents density of clusters.
In parallel, we currently implement Gibbs samplers for the 
mentioned Nonparametric Time Dynamic Topic Models.
Using these models, first prototypes of geological 
landscapes will be possible and will undergo an evaluation.
Further plans involve the development of inference 
algorithms based on Variational Bayes. Extending that, it is 
planned to develop an online algorithm that allows a 
continuous arrival of data in a stream without the need to 
reiterate over the whole dataset whenever new data arrives.
This would also enable such an application to create 3D 
landscapes of up-to-date newspaper data in real time.


